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A Stationary Wavelet-Domain Wiener
Filter for Correlated Speckle
Stian Solbø and Torbjørn Eltoft, Member, IEEE

Abstract—In this paper, we develop a Wiener-type speckle filter
that operates in the stationary wavelet domain. We denote it as the
stationary wavelet-domain Wiener (SWW) speckle filter. We assume
that both the speckle-free image and the speckle contribution
have spatial correlations and utilize well-established models for
the power density spectrum of the radar cross section to estimate
the autospectra that define the filter. It turns out that the filter is
independent of the wavelet-domain scale level, i.e., the filter is the
same at all scale levels. The SWW filter works on nonoverlapping
blocks in the wavelet domain, which are obtained by a quadtree
algorithm. Due to the dyadic support of the wavelet coefficients,
a natural smoothing is carried out on the boundaries between
neighboring blocks, and no visual boundary effects can be observed. The SWW filter is unbiased and shows good performance
in despeckling synthetic aperture radar (SAR) images. It smooths
homogeneous areas while preserving textured areas and point
scatterers. In contrast to most other speckle filters, the SWW filter
requires the SAR data to be given in single-look complex form.
Index Terms—Power spectrum estimation, quad tree algorithm,
spatially correlated speckle, speckle filter, Stationary Wavelet
Transform, Synthetic Aperture Radar (SAR), the A Trous Algorithm, wavelet domain Wiener filter.

I. I NTRODUCTION

S

PECKLE is a phenomenon inherent in coherent imaging
systems with spatial resolution greater than the wavelength. Synthetic aperture radar (SAR) is an example of such
an imaging system. Due to the roughness of the imaged surface,
each resolution cell will contain several scatterers, and the resulting image will have a granular appearance due to constructive and destructive interference. Speckle appears as spatially
correlated multiplicative noise that is statistically independent
of the image intensity, although it is a radiometric feature of the
imaged object. The granular nature of speckled images makes
them hard to interpret, both for the human eye and automated
segmentation and classification algorithms.
Over the years, speckle noise has been widely studied, and
several methods have been developed to reduce the speckle
noise and, hence, increase the usability of speckled images,
e.g., in classification. The simplest method is multilooking or
incoherent averaging, which increases the signal-to-noise ratio
at the cost of reduced spatial resolution. It is also quite common
to create filters that assume particular statistical models for
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the speckle and use maximum a posteriori (MAP) filtering
to do despeckling. The Gamma-MAP filter [1] is an example
of a filter of this type. Other filters are based on spectral
models for the speckle statistics and use local linear minimum
mean square error (LLMMSE) filtering to remedy the speckling
effect [2].
During the last decade, speckle filters utilizing the wavelet
transform (WT) [3] have been proposed by several authors. The
WT has many feasible properties, like the capability of doing
multiscale filtering, which makes it well suited for noise reduction. Furthermore, the WT is a sparse transform, compressing
the signal energy to a small number of wavelet coefficients and
leaving the majority of the wavelet coefficients with values that
are close to zero. A disadvantage of the discrete WT (DWT)
is that it does not have the property of translation invariance
due to the subsampling performed. Therefore, the stationary
WT (SWT) [4], which is often referred to as the á Trous
algorithm or undecimated WT, is usually applied. The SWT
is a special version of the DWT, which uses upsampling of
the filters instead of decimating the wavelet coefficients. The
cost of preserving the translation invariance is an overcomplete
representation of the input signal. For images, the number of
wavelet coefficients is three times the number of pixels in the
input image for each level in the transform tree.
Examples of speckle filters that perform MAP filtering on the
wavelet coefficients of SWT-filtered SAR images are found in
[5] and [6]. An LLMMSE filter operating on SWT-transformed
images is presented in [7]. The latter filter assumes that the
image pixels are uncorrelated and performs despeckling by
scaling each wavelet coefficient with the ratio of the variance
of the noisy wavelet coefficient to the variance of noise-free
coefficients.
In this paper, we will also filter the stationary wavelet coefficients with a linear minimum mean square error (LMMSE),
which is also known as a Wiener ﬁlter, but we assume that
both the speckle-free image and the speckle contribution are
spatially correlated. We apply a method for estimating the
spectra of the radar cross section (RCS) and speckle from
the single-look complex (SLC) SAR image [8] and use these
spectra to derive the despeckling filter in the wavelet domain.
We name the filter proposed in this paper as the stationary
wavelet-domain Wiener (SWW) speckle filter.
The SWW speckle filter assumes homogeneous statistics,
i.e., the pixels in the SAR image are considered to be generated
by a spatially stationary process [8]. In this paper, we denote
areas with homogeneous statistics as areas with stationary
statistics to avoid confusion with homogeneous areas, which
is a much used term for areas with a constant RCS.
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In general, real SAR data do not exhibit stationary statistics.
The imaged terrain consists of many different land cover types,
and the SAR image can be considered to be generated by
several statistical processes. Thus, in the proposed speckle filter,
the SAR image is divided into blocks with an adaptive quadtree
algorithm such that, within each block, the statistics can be considered to be stationary. It is experimentally shown that filtering
in the stationary wavelet domain on nonoverlapping blocks
does not introduce visible boundary effects. This is explained
by the fact that the wavelet coefficients are correlated, and each
wavelet coefficient is supported on a certain neighborhood of
pixels.
The SWW filter shows good performance in terms of significant speckle reduction. It smooths homogeneous areas while
preserving strong scatterers and edges. Furthermore, the SWW
filter is virtually bias free. It is also noted that in urban areas,
where the SAR image contains many strong scatterers, the filtering is reduced. Due to the heterogeneous nature of such
areas, the quadtree algorithm will produce small block segments here, which, in turn, limits the allowable depth of the WT.
This paper is organized as follows. The wavelet-domain
LMMSE filter for correlated speckle is derived in Section II.
A method for estimating the power density spectrum of the
RCS image is given in Section III. In Section IV, we discuss
the implementation of the SWW filter, and in Section V, we
experimentally evaluate the filtering performance. Section VI
contains some concluding remarks. A brief review of the SWT
is given in Appendix A, and in Appendix B, it is shown that the
filter presented in Section II can be equivalently derived using
vector and matrix algebra.
II. MMSE F ILTERING OF S PECKLE IN THE
S TATIONARY W AVELET D OMAIN

The objective of LMMSE filtering is to develop a linear
filter with impulse response φ(r) and frequency response Φ(f ),
which reduces the additive noise component wv (r), while
being constrained on minimizing the mean square error (mse)
between the output wo (r) of the filter and the noise-free input
wσ (r). We denote this error as (r), which is defined as
follows:
(r) = wσ (r) − wo (r) = wσ (r) − wI (r)  φ(r)

where  denotes spatial convolution. Then, the LMMSE filter is
obtained by minimizing


E{2 (r)} = E wσ2 (r) − 2wσ (r)wo (r) + wo2 (r)
= Rwσ (0) − 2Rwσ wo (0) + Rwo (0).

Rwσ wo (r) = E{wσ (ρ)wo (ρ − r)}
= E{wσ (ρ)wI (ρ − r)  φ(r)}
= Rwσ wI (r)  φ(−r).

I = σ + σ(n − 1) = σ + v



l,ξ
l,ξ
σ(ρ)  geq
(ρ) I(r − ρ)  geq
(r)


l,ξ
(ρ)
= E σ(ρ)  geq


l,ξ
(r)
× [σ(r − ρ)n(r − ρ)]  geq


l,ξ
(ρ)
= E σ(ρ)  geq


l,ξ
(r) E {n(r − ρ)}
× σ(r − ρ)  geq

(1)

(2)

where the speckle term v (also denoted as the speckle noise) is
signal dependent. This formulation enables the use of the linear
property of the WT. Thus, the wavelet coefficients of a SAR
image can be modeled as a sum of the wavelet-transformed
RCS image and wavelet-transformed speckle noise, i.e.,
wI = wσ + wv .

(3)

(6)

l,ξ
Utilizing the SWT filters geq
(r) [see (38)], the cross correlation
Rwσ wI (r) becomes

Rwσ wI (r) = E

where the underlying RCS σ and the speckle noise n are
assumed to be statistically independent. Furthermore, it is assumed that E{n} = 1, i.e., that the true RCS is the expected
value of the observed intensity. The model in (1) is a useful
model only if the autocorrelation Rσ (r) is slowly varying
compared to the SAR system’s impulse response [8], i.e., for
areas with (locally) stationary statistics.
As most other methods for denoising signals, we will consider an additive noise model. Hence, we express (1) as

(5)

In (5), Rwσ (r) and Rwo (r) are the autocorrelation functions
of the wavelet coefficients wσ and wo at lag r, respectively.
Furthermore, Rwσ wo (r) denotes the cross correlation function
of wσ and wo .
We now express Rwσ wo (r) in terms of the impulse response
of the LMMSE filter as

In this section, we derive the Wiener filter for the stationary
wavelet-transformed images corrupted by speckle.
The observed intensity I in a SAR image can be modeled as
I = σn

(4)



= E {(wσ (ρ)) (wσ (r − ρ))} = Rwσ (r)

(7)

where we n(r) is stationary, and E{n(r)} = 1. Utilizing (6)
and (7) in (5) and expressing the autocorrelations in terms of
the corresponding power density spectra, we get


E 2 (r) =

1
(2π)2

∞
−∞

2
Swσ (f )df −
(2π)2

+

1
(2π)2

∞
Swσ (f )Φ(−f )
−∞

∞
SwI (f )|Φ(f )|2 df .

(8)

−∞

Knowing that the power density spectra Swσ (f ) and SwI (f )
are real and nonzero [9], it is quite straightforward to find

SOLBØ AND ELTOFT: STATIONARY WAVELET-DOMAIN WIENER FILTER

1221

the filter Φmmse (f ), which minimizes (8). This filter is obtained by
Φmmse (f ) =

Swσ (f )
.
SwI (f )

(9)

Because the WT is a linear transform, the autospectra in level
l and orientation ξ of the transform can be expressed as

2
l,ξ

Sw
(f ) = Sσ (f ) Gl,ξ
eq (f )
σ

2
l,ξ

Sw
(f ) = SI (f ) Gl,ξ
(10)
eq (f )
I
where the equivalent wavelet filter Gl,ξ
eq (f ) for level l and
orientation ξ in the SWT is a 2-D extension of (38).
Applying (10) in (9), we readily obtain
Φmmse (f ) =

Sσ (f )
.
SI (f )

(11)

It is rather surprising to note that the linear filter, which minimizes the mse in the stationary wavelet domain, is independent
of scale. It is the same filter for all levels of the SWT. Furthermore, the filter in (11) is identical to the LMMSE filter derived
in the image domain.

Assuming stationary statistics and slowly varying RCS, it is
shown in [8] that the power spectrum of the RCS is given as



1
T  (f , 0)
SI (ξ)dξ
(14)
SI (f ) −
Sσ (f ) =
T (0, 0)
2T (0, 0)
where
2



∗

T (r, f ) =  ψ(a)ψ (a − r) exp(−j2πf · a)da

T  (f , 0) = |Ψ(ξ + f )|2 |Ψ(ξ)|2 dξ.

(15)
(16)

To achieve optimal accuracy in the estimate of Sσ (f ), we
attempt to avoid numerical integration whenever possible. From
(15), we have

 2 
2




T (0, 0) =  ψ(a)ψ ∗ (a)da =  |ψ(a)|2 da

2

 1

2

|Ψ(f
)|
= 
df

2
(2π)

2

 1

1

S̄s (f )df  .
=
(17)
(2π)2
σ̄

III. E STIMATION OF THE P OWER D ENSITY S PECTRA
In this section, we consider how we may estimate the power
density spectra Sσ (f ) and SI (f ), which define the SWW filter
in (11). The power density spectrum SI (f ) can be directly estimated from the observed image. However, to estimate Sσ (f ), a
more sophisticated approach is needed.
In [8], Madsen has derived the spectral properties of a singlelook SAR system on the basis of a 2-D complex circular
symmetric Gaussian model for the complex radar backscatter
coefficient σc (r). Furthermore, Madsen assumes that σc (r) is
nonstationary and uncorrelated. Generally, the spectrum of the
intensity image is related to the RCS spectrum by a linear
integral equation. By assuming stationary statistics and a slowly
varying RCS, a closed-form expression for Sσ (f ) can be obtained. Given these assumptions, the spectrum of the speckle
process can also be computed. The spectrum of the noise image
Sn (f ) is given as

2 


Sn (f ) = δ(f )  |Ψ(ξ)|2 dξ  + |Ψ(ξ + f )|2 |Ψ(ξ)|2 dξ
(12)
where |Ψ(f )|2 is the SAR system’s power transfer function,
and the SAR system’s impulse response is denoted by ψ(r) =
F −1 {Ψ(f )}. The complex observed SAR image s is related to
the observed intensity image as I = s ◦ s∗ , where ◦ denotes the
Hermitian (elementwise) product. In [8], it is shown that the
SAR system’s power transfer function is related to the averaged
power spectrum of s as
|Ψ(f )|2 = S̄s (f )/σ̄

(13)

where σ̄ is the mean RCS, i.e., σ̄ = E{I}. Hence, no explicit
prior knowledge of the SAR system’s power transfer function
is needed, as it can be estimated from the SLC data using (13).

By applying the following property of a power density spectrum

1
(18)
Ss (f )df = A E |s(r)|2
(2π)2
where A{·} denotes the ensemble average, and assuming that
the process s(r) is ergodic, we get


 1  2 2

T (0, 0) =  E |s|  = 1.
σ̄

(19)

Next, we want to express the integral in (16) as a convolution, which will enable implementation using (fast) Fourier
transforms, as

1
1
T  (f , 0) =
S̄s (ξ + f ) S̄s (ξ)dξ
σ̄
σ̄

1
S̄s (f − ξ  )S̄s (−ξ  )dξ 
= 2
σ̄
1
S̄s (f )  S̄s (−f )
σ̄ 2




1 
= 2 F F −1 S̄s (f ) F −1 S̄s (−f ) . (20)
σ̄

=

By applying (18) on the integral in (14) and assuming stationary statistics, we get

SI (ξ)dξ = (2π)2 A E |I(r)|2
 

= (σ̄2π)2 A E n2 (r) .

(21)

We assume that the speckle intensity is Γ distributed, which
is an often used statistical model for speckle. For a single-look
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image, the Γ distribution reduces to the exponential distribution,
which leads to
 

A E n2 (r) =

∞
n2 exp{−n}dn =

1
.
4

(22)

0

Thus


SI (ξ)dξ = (πσ̄)2 .

(23)

Using this result, we can express the autospectrum for the
RCS in terms of the autospectra of the intensity image and the
complex SAR image as
Sσ (f ) = SI (f ) − π 2 S̄s (f )  S̄s (−f ) ≥ 0.

(24)

In practice, we will separately perform the filtering and,
hence, the estimation of SI (f ) and Sσ (f ), in the azimuth and
range directions. We apply the averaged periodogram estimator
to estimate all the 1-D spectra. In the range direction, for
example, the averaged periodogram estimator is given as
ŜIr (f )

1
=
M

M

m=1


 1


 2π

N

n=1

2


I(n, m) exp(−j2f n/N )


(25)

where M independent periodograms calculated from the range
segments of length N are averaged, and the index r denotes
range direction. Thus, an N × M sample of SAR data is
required to estimate the power spectrum in (25).
Note that we need to be cautious when applying estimated
spectra in the LMMSE filter. Poorly estimated spectra, particularly a poor estimate of ŜI (f ), might lead to a filter that
amplifies small wavelet coefficients, yielding poor despeckling performance. To remedy this, we limit the magnitude of
Φmmse (f ) to unity by redefining the filter as
Φmmse (f ) = min 1,

Ŝσ (f )
ŜI (f )

.

(26)

IV. I MPLEMENTATION OF THE SWW S PECKLE F ILTER
In practice, when the SWW filter in (26) is utilized on real
SAR data, we need to know when the assumptions on which
it is based are valid. In this section, we focus on the practical
implementation of the SWW filter and propose how to also
ensure reasonable performance in cases when the underlying
assumptions of the SWW filter are not completely satisfied.
A. Dividing the SAR Image Into Areas With
Stationary Statistics
So far, we have considered the statistics of the SAR image
to be stationary, which is generally not the case for real data.
To remedy the problem of nonstationary statistics, the SWW
filter is locally applied on nonoverlapping blocks, which can be
considered to be stationary.

The variance of the averaged periodogram estimator can be
shown to be [10]
1 2
S (f ).
(27)
var ŜI (f ) 
M I
Thus, the variance of the estimated spectra will decrease with
increasing number of averaged periodograms M . Because each
block is, in turn, averaged in both range and azimuth, we want
the size of each block to be as large as possible while still
maintaining stationarity. This means that the accuracy of the
estimated spectra increases with increasing block size, and so
does the performance of the filter.
We determine the block size by an adaptive method. Starting
with a block size of 256 × 256 pixels, we successively divide
the blocks that do not have stationary statistics into four new
blocks. A block is defined to be nonstationary if one of the
following properties are true.
1) The estimated RCS spectrum is not a valid power density
spectrum in both the azimuth and range directions, i.e.,
Ŝσ (f ) ≥ 0 or Ŝσ (f ) ∈
/ R.
2) The estimated correlation function cannot be approximated using the following exponential model: R̂σ (r) =
F −1 {Ŝσ (f )}  exp{−λ|r|} + b, λ, b > 0. This model
is often used to model the correlation function of the
roughness associated with natural rough surfaces [11].
We have utilized the interactive data language (IDL)
programming language’s built-in function CURVEFIT to
approximate an exponential model to the estimated correlation function. The IDL’s CURVEFIT uses a gradientexpansion algorithm to compute a nonlinear least squares
fit to the exponential model, and it returns failure if the
exponential model cannot be fitted within 20 iterations or
if the total squared model error diverges.
3) The normalized variance of the intensity in a block
is more than 20% greater than what is considered acceptable in a homogeneous area, i.e., ENL = E{I}2 /
var{I} ≤ 5/6.
If the statistics in a block is found to be nonstationary, the
block is subdivided into four new blocks. This is repeated until
stationarity is achieved in all blocks or until the size in one
direction is reduced to the length of the wavelet filters h(n) and
g(n). This segmentation method is sometimes referred to as the
quadtree algorithm. Fig. 1 shows the resulting block structure
for the quadtree algorithm applied to the RADARSAT SAR
image displayed in the top panel of Fig. 2.
To avoid utilizing the filter in (26) in situations where the
power density spectra Sσ (f ) and SI (f ) are estimated from data
segments that are shorter than the spatial support of the wavelet
coefficients, we put a limit to the number of levels that can be
allowed to be filtered in the stationary wavelet domain. Note
l
(n) and hleq (n) is
that the length Llw of the wavelet filters geq
l
proportional to 2 . Hence, the maximum depth dB that can be
processed in a block of size B × B is given as



B
(28)
dB = log2
L0w
where L0w is the length of the original wavelet filter. For the
Daubechies DB4 wavelet filter, we have L0w = 8.
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Fig. 1. RADARSAT SAR image displayed with the block structure resulting
from the quadtree algorithm.

B. Handling Highly Heterogeneous Areas and Point Scatterers
Heterogeneous areas typically contain strong point scatterers, man-made features, or edges. In these cases, the speckle
model in (1) is not valid because σ is not slowly varying.
For resolution cells containing single-point (or dominant) scatterers, there are, by definition, no speckle. We assume that
heterogeneous areas in the SAR image are distinct features
represented by wavelet coefficients with large magnitudes.
Thus, preserving heterogeneous details implies that the filtering
scheme should preserve the wavelet coefficients that are largest
in magnitude. However, there is no straightforward method
for determining an upper threshold on the wavelet coefficients
representing such features because we have no model for the
heterogeneity. The filter in (26) will generally blur heterogeneous details because it assumes that σ(r) is slowly varying. By
experiment, we have found that the following upper threshold
yields good filtering performance:


 

(29)
tlmax = max wIl (r) − var{wIl }2 ln Nc
r

where Nc is the number of wavelet coefficients. With this
threshold tlmax , the dynamic range of the preserved largemagnitude wavelet coefficients equals the dynamic range of the
wavelet coefficients that are zeroed in a method known as hard
thresholding, which is commonly applied for removing additive
Gaussian noise in the wavelet domain [12].
Note that information on a given point target is contained
in several wavelet coefficients due to the spatial support of the
wavelet function. Furthermore, the spatial support of a given
wavelet coefficient grows with its depth in the transform tree.
Hence, preserving the large wavelet coefficients is not a guarantee for the preservation of point targets. If the preservation
of point targets are important, they should be identified and
preserved in the intensity domain.
C. Summary of the SWW Despeckling Algorithm
1) Independently estimate the S̄s (f ) in range and azimuth
by using the averaged periodogram estimator (25).

Fig. 2. Despeckling of the RADARSAT SAR image covering an area outside
Vancouver. (Topmost) Original SAR image, filtered with (bottom five) the proposed SWW, SWWSW , “white” SWW, Kuan, and UWS+ filters, respectively.
All images are displayed in amplitude.

2) Divide the input image into the homogeneous areas using
the method described in Section IV-A.
3) Apply an SWT on the input SAR image.
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4) For each block of the input image, do the following.
a) For both range and azimuth, estimate ŜI (f ) and
Ŝσ (f ) and generate the LMMSE filters Φammse (f )
and Φrmmse (f ) in the azimuth and range directions,
respectively.
b) For each level l ≤ dB and orientation ξ in the SWT,
filter the wavelet coefficients {wIl,ξ }.
i) In the azimuth direction, use
wal,ξ = F −1 Φammse F wIl,ξ

.

ii) In the range direction, use



wrl,ξ = F −1 Φrmmse F wal,ξ .
c) Apply the threshold for the heterogeneous areas to
obtain the despeckled wavelet coefficients wo by
 l,ξ
|wIl,ξ | < tlmax
wr ,
wol,ξ =
(30)
l,ξ
wI ,
|wIl,ξ | ≥ tlmax .
5) Apply the inverse SWT to obtain the despeckled result.
V. E XPERIMENTAL R ESULTS
We compare the performance of the SWW filter with two
other LMMSE speckle filters. The first filter is the Kuan filter
[2], which operates in the image domain and utilize an estimate of the speckle correlation function derived from data and
a model for the SAR system transfer function. The second
reference filter is the UWS+ filter [7], which operates in a
stationary wavelet domain and assumes no spatial correlations.
Because the UWS+ filter has been developed for SAR images
in amplitude form, we have transformed the input SAR image
to amplitude, applied the UWS+ filter, and squared the result
to get an intensity output image. Both the Kuan and UWS+
filters utilize sliding windows to pursue stationary statistics
around the central pixel. The proposed method, on the contrary,
operates on blocks, where the input image is assumed to have
approximately stationary statistics.
To check the effect of using estimated power density spectra
in the speckle filter, we compare it with a “white” version of the
SWW filter. We assume that both the RCS σ and the additive
speckle noise v can be regarded as white stochastic processes.
Hence, the white version of the filter is derived as
 
E σ2
Sσ (f )
Sσ (f )
=
=
Φwhite (f ) =
SI (f )
Sσ (f ) + Sv (f )
E {(σ + v)2 }
=

4
1
=
.
1 + E {(n + 1)2 }
17

(31)

We also test a sliding window version of the SWW, which,
in the sequel, is denoted as the SWWSW filter. Each output
wavelet coefficient in the SWWSW filter is then the result
of applying the filter in (26) on a neighborhood of ws × ws
wavelet coefficients, where only the central coefficient is kept.
The window size ws√is dependent on the level l in the SWT and
is given as ws = 7 l . This approach, with a scale-dependent

window size, is also utilized in the UWS+ filter [7]. For the
Kuan filter, a 7 × 7 window size is utilized. The sliding version
of the SWW filter has a higher computational load than the
blocked version because only the central wavelet coefficient is
output at each location. The prototype SWW filter, which is
implemented in the IDL and runs on a 2-GHz CPU, takes about
5 min to process a 1024 × 1024 SAR image. In comparison,
the sliding window version uses approximately 3 h on the
same job.
We use two test images to assess the filter performance in
this paper. The first is a RADARSAT fine-mode C-band SAR
image covering an area outside Vancouver, Canada. The other
test image is an Advanced Land Observing Satellite (ALOS)
L-band SAR image covering the city of Numazu, Japan. The
test SAR images are displayed in the top panels of Figs. 2 and 3,
respectively. To ensure that there is no aliasing when generating
the intensity images, all SLC data have been 100% oversampled
before the processing. This is because most SAR processors
generate SLC data s, which typically occupy about 80% of the
bandwidth. Forming the intensity image I = s ◦ s∗ is equivalent
to convolving the Fourier transform of s with itself and, hence,
implies extending the bandwidth of the image.
The SWT is implemented using the Rice Wavelet Toolbox
[13] with Daubechies DB4 wavelet filters. The depth of the
SWT is limited to five levels, as filtering on lower levels yields
no significant change in performance. For the Kuan filter, we
use the implementation provided in the Radar Tools toolbox
[14]. The UWS+ filter has been implemented following the
instructions in [7].
The resulting filtered images are shown in Figs. 2 and 3.
We observe that all filters reduce speckle while preserving
point scatterers, though some filters seem to introduce a certain
degree of blurring at edges and strong scatterers. The SWWSW
filter seems to blur both strong scatterers and edges in the image, whereas the Kuan filter blurs strong scatterers but preserves
edges. We observe that the borders of the river in Fig. 2 are
quite well preserved by all the filters, except for the SWWSW
filter. Furthermore, we note that both the SWW and UWS+
filters preserve strong scatterers and sharp edges without visible
blurring.
We also note that the SWW filter strongly preserves the original image in areas occupied by several strong scatterers. This
is particularly visible in the ALOS image, where an urban area
is imaged. The SWW filter leaves this image segment nearly
unfiltered. This reduced filtering of urban areas is caused by
the way the nonoverlapping blocks are created by the quadtree
algorithm. In such areas, and in other areas with many strong
scatterers, the nonoverlapping blocks will be very small, often
with a size equal to the lower limit L0w . Hence, the constraint in
(28) will cause the SWW filter to limit its operation to only the
first level of the SWT.
Similarly, the white version of the SWW filter yields a
result where homogeneous areas are heavily filtered while still
preserving details and edges. These attributes are both ensured
by the quadtree blocking and the preservation of wavelet coefficients with magnitudes larger than tlmax . In slightly heterogeneous regions, the nonwhite SWW filter seems to provide a
smoother result than the white version.
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Fig. 4. Ratio between the observed intensity and the despeckled result of
the RADARSAT SAR image shown in Fig. 2. (Top) SWW. (bottom four)
SWWSW , “white” SWW, Kuan, and UWS+ filters, respectively. The ratio
images are displayed in decibels.

Fig. 3. Despeckling of the ALOS SAR image covering an area outside Mount
Fuji. (Topmost) Original SAR image, filtered with (bottom five) the proposed
SWW, SWWSW , “white” SWW, Kuan, and UWS+ filters, respectively. All
images are displayed in amplitude.

Furthermore, we observe that the SWW filter introduces no
visual boundary effects between neighboring blocks of similar
size, although the wavelet coefficients of neighboring blocks

will be filtered with different filters. Even if a seemingly homogeneous area is covered with several blocks, there will be
differences in the neighboring filters because small differences
in the estimated power spectra would be inevitable. The absence
of boundary effects is due to the support of each wavelet
coefficient that is proportional to the wavelet filter length. Thus,
filtering in the stationary wavelet domain induces a natural
smoothing of the boundaries between neighboring blocks. For
neighboring blocks of uneven sizes, no sharp blocking effects
are visible, but we can observe that larger blocks are filtered
harder due to the maximum depth in the WT dB where we apply
the filter.
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is, we clearly observe that edges and urban areas correspond
to 0 dB in the ratio images produced by the SWW filter,
i.e., the SWW filter has preserved the original image in these
areas. We also observe that the ratio images resulting from the
SWWSW filter seems to have an overall higher intensity than
the other filters, which we interpret as a result of blurring.
A heavily blurred despeckled image yields n̂ > 1 in pixels
originally occupied with high backscatter and, consequently,
n̂ < 1 in pixels with low backscatter. Recall that Figs. 4 and 5
are displayed in decibels, hence, the overall bright ratio images.
In Fig. 5, we also observe that the white version of the SWW
filter preserves even more pixels in the land part of the ALOS
image than the nonwhite version. This is because the nonwhite
version has a tendency to produce negative-valued pixels, and
in these cases, we preserve the original input image.
For a better view of the performance of the filters in terms
of the preservation of point scatterers, Fig. 6 provides a closeup on an area around two strong scatterers located above and
left of the area “B” in the Vancouver image. In Fig. 6, we
observe that the SWW, SWWwhite , and UWS+ filters preserve
the strong scatterers while smoothing the surrounding area.
The SWWSW and Kuan filters substantially blur the strong
scatterers. Furthermore, we observe that the nonwhite version
of the SWW filter yields better smoothing in the vicinity of the
strong scatterers than the white SWW filter.
Some quantitative measures of the performance of the
speckle filters are shown in Tables I and II, corresponding to
the results shown in Figs. 2 and 3, respectively. For each test
image, three small regions of interest have been selected, and
all, except region B in Fig. 3, are identified as approximately
homogeneous. For each region of interest, we have computed
the equivalent number of looks (ENL). The ENL is a measure
on how the speckle filters perform compared to multilooking.
The ENL measure is computed as
ENL =

Fig. 5. Ratio between the observed intensity and the despeckled result of the
ALOS SAR image shown in Fig. 3. (Top) SWW. (Bottom four) SWWSW ,
“white” SWW, Kuan, and UWS+ filters, respectively. The ratio images are
displayed in decibels.

The ratio image between the observed intensity and the
despeckled images can be used to derive a quantitative measure
for comparing the performance of speckle filters [15]. From
the multiplicative model in (1), we observe that this ratio
image represents the estimated speckle contribution denoted as
n̂ = I/σ̂. For single-look images, the theoretical mean and
variance of the speckle image is E{n̂} = 1 and var{n̂} =
1, respectively. The ratio images from the different speckle
filters are displayed in Figs. 4 and 5, corresponding to the
RADARSAT and ALOS test images, respectively.
We observe that all filters produce ratio images that look like
pure speckle in the areas where filtering has occurred. That

E{I}2
var{I}

(32)

and tells how many independent samples we would need to
average to obtain the same level of smoothness. All test regions
have an ENL close to 1 in the original image, except region B
in Fig. 3, which is significantly below 1. This is attributed to the
presence of several strong scatterers.
We observe that the SWW filter produces a result image
with significantly higher ENL figures than the other filters. This
agrees well with our visual observations. The exception is in
the urban region B in the ALOS image, where the SWW filter
produces the lowest ENL figure. This clearly demonstrates the
property that the SWW filter preserves the original image in
urban areas.
The SWWSW filter has ENL numbers that, in most cases, are
between the SWW and UWS+ filters, whereas the Kuan filter
generally yields the lowest ENL. This is a direct consequence
of the Kuan filter being the only filter in the experiment that
does not utilize multiscale information. Thus, the Kuan filter
is locked to the 7 × 7 sliding window size, whereas the
other filters in practice expand the neighborhood when filtering
coefficients in the deeper levels of the SWT. Furthermore, the
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Fig. 6. Zoomed view of an area containing a point scatterer. The upper row shows the original image and the results of filtering with the SWW and SWWSW
filters. The lower row shows the results of filtering with the SWWwhite , Kuan, and UWS+ filters.
TABLE I
COMPARISON BETWEEN THE DIFFERENT SPECKLE FILTERS ON THE RADARSAT FINE-MODE SAR IMAGE COVERING AN AREA OUTSIDE VANCOUVER

TABLE II
COMPARISON BETWEEN THE DIFFERENT SPECKLE FILTERS ON THE ALOS SAR IMAGE COVERING AN AREA IN THE VICINITY OF MOUNT FUJI

white version of the SWW filter shows similar performance, in
terms of ENL, as the nonwhite version of the SWW filter. This
indicates that the white spectral model is a good assumption on
large homogeneous areas, in which filtering is performed on all
levels of the WT.
We have also measured the (relative) bias B introduced by
the various speckle filters. The bias is calculated as
M

B=

N

ˆ
I(m,
n) − I(m, n)
I(m,
n)
m=1 n=0

(33)

ˆ ·) is the output of the
for a data block of size M × N , where I(·,
despeckling filter. We observe that the UWS+ filter differs from
the other filters in the sense that it introduces a relatively large
bias. We remark that the bias that we observe for the UWS+
filter is associated to the way we have implemented this filter. It

is caused by the square root transform that we apply to produce
amplitude images. This bias is around −20% for all test areas.
The SWW and SWWSW filters are, in comparison, virtually
bias free. A small bias is important in applications where geophysical parameters, e.g., soil moisture content, are retrieved
from the radiometric values in SAR images. By inspecting the
ENL definition in (32), we note that the negative bias of the
UWS+ filter has a direct impact on the ENL figures for this
filter. That is, if the UWS+ filters were modified to directly
work on intensity images and produced an output image with
the same variance, the ENL figures would be about 36% higher.
Thus, without bias, the ENL figures of the UWS+ filter would
be approximately equal to the corresponding figures for the
SWWSW filter.
Tables I and II also contain some characteristics of the ratio
images n̂, corresponding to the various filters. We observe that
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the SWW filter generally yields an estimated speckle image
with a mean value E{n̂}, which is closest to 1. This coincides
with the observation that the SWW filter has the smallest bias.
Furthermore, there is little difference between the estimated
speckle image corresponding to the blocked version and sliding
window version of the SWW filter. Naturally, the UWS filter’s
speckle image has a mean value farthest from the theoretical
value due to the large bias. The Kuan filter yields variance
figures for the ratio images that are lower than 1 in all of the
regions shown in Tables I and II. This indicates that the Kuan
filter produces output images, which, in general, very closely
follow the observed image [15].
VI. C ONCLUSION AND F URTHER W ORK
In this paper, we have presented a new speckle filter for filtering SAR images. It is developed as a Wiener filter operating
in the stationary wavelet domain; hence, we have denoted it as
the SWW filter. The new filter is based on the assumption that
both the speckle-free image (the RCS image) and the speckle
contribution are spatially correlated. We have shown that wellestablished models [8] for the autospectra of the RCS and the
speckle can be utilized to estimate the power density spectra
needed in the SWW filter. The power density spectrum of the
RCS image is estimated from the SLC SAR images. Thus,
the expense of utilizing spectral models in the speckle filter
is a requirement for SLC data, in contrast to many established
speckle filters, which directly operate on intensity or amplitude
SAR images.
It is worth noting that the resulting filter, which minimizes
the mse in the wavelet domain, is independent of scale. Hence,
the same filter [defined in (26)] is applied on all levels of the
SWT, using power density spectra that can be directly estimated
from the SLC SAR images.
We have implemented the SWW filter using a quadtree algorithm to segment the input image into nonoverlapping blocks
of approximately stationary statistics. In addition, we have
calculated a limit [see (28)] to determine the maximum depth of
the SWT coefficients to process, which provides a method for
detecting edges and strong scatterers. Using larger estimation
windows in homogeneous areas allows better estimation of the
spectra, which again yields a gain in despeckling performance
in terms of ENL, whereas smaller estimation windows in urban
areas makes the SWW filter preserve strong scatterers and
edges. Another benefit of utilizing the quadtree algorithm is
that the wavelet coefficients in a whole block is simultaneously
despeckled. This dramatically reduces the computation time
compared to a sliding window approach.
We have also implemented a sliding version of the SWW
filter, denoted as SWWSW . Filtering the wavelet coefficients
with the sliding window version yields a despeckling performance, in terms of ENL, which is better than the Kuan and
UWS+ filters. The sliding version of the SWW filter is a
crude implementation of the wavelet domain filter equation
and has no built-in mechanisms for detecting edges and strong
scatterers. Hence, it introduces some blurring, and it does not
have the same ability to preserve strong point scatterers as the
SWW filter.

The quadtree algorithm is, by no means, the optimal method
for segmenting the image into areas with stationary statistics.
The quadtree algorithm can only split areas into smaller windows; thus, we can end up with segmenting large stationary
areas into many small blocks, e.g., if a corner of the window
contains strong edges. The performance of the quadtree algorithm will depend on the location of the SAR scene in the
terrain, i.e., the final block structure will depend on how well
the borders of the scene coincide with the initial blocking of the
image.
Future work should address more flexible ways of segmenting the input image into blocks with stationary statistics.
Some of the possibilities are to use methods that merge similar
neighboring blocks of an initial quadtree algorithm or to use
advanced methods for edge detection in original SLC SAR
images [16].
Another issue that will be addressed in the future is the
estimation of the power spectra SI (f ) and Ss (f ). Currently, the
periodogram estimator is used, but there could be some gain
in performance by using an estimator, which has the highest
accuracy in the parts of the spectrum containing the information
most relevant to the RCS.
A PPENDIX A
S TATIONARY W AVELET T RANSFORM
One of the main features of the WT is the ability to perform
multiresolution decomposition. This is performed by projecting
the input signal f (r) onto nested subspaces Vl of L2 (R)
that represent approximations fl (r) of the signal at different
resolutions.
We denote ϕ(r) as a scale function if the family {ϕ(r −
k)}k∈Z is a Riesz basis of the space V0 containing the original
functions. Furthermore, we denote Wl as a space complementing Vl in Vl−1 , i.e., that satisfies Vl−1 = Vl ⊕ Wl . This space
contains the details f˜l (r) that are present in fl−1 (r) but vanish
in the coarser approximation fl (r). A function ς is called a
mother wavelet if the family of functions {ς(r − k)}k∈Z is
a basis for the detail space W1 . The basis functions ςl,k of
the detail space Wl at an arbitrary level l are found from
dilating
and translating the mother wavelet function ςl,k (r) =
√
2−l ς(2−l r − k). Likewise,
√ the basis functions of Vl can be
expressed as ϕl,k (r) = 2−l ϕ(2−l r − k). These basis functions enable us to express any detail f˜l (r) or approximation
fl (r), in terms of wavelet coefficients dl or scale coefficients
al , respectively, as
fl (r) =

al (k)ϕl,k (r)
k

f˜l (r) =

dl (k)ςl,k (r).

(34)

k

With this formalism, all functions f ∈ L2 (R) can be decomposed in the following way:
f (r) =

aL (k)ϕL,k (r) +
k

dl (k)ςl,k (r).
l≤L

k

(35)
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A DWT can be implemented using an iterated two-channel
filterbank tree, which is also known as the pyramidal algorithm
[3]. Low-pass filtering al−1 (n) with a filter h(n) gives the
scale coefficients al (n) of the signal at level l. Similarly, highpass filtering al−1 (n) with g(n) gives the wavelet coefficients
dl (n). Subsampling is performed at each stage in the filterbank
tree to keep the number of coefficients constant through the
whole decomposition scheme. The relationship between the
filters incorporated in the filterbank and the scale and wavelet
functions are given by the following dilation equations [3]:
h(n)ϕ(2r − n)

ϕ(r) =
n

g(n)ϕ(2r − n).

ς(r) =

(36)

and I. The LMMSE estimator is found by making a firstorder Taylor expansion of E{σ|I} around E{σ} and is defined
as [17]


−1 T
.
σ̂ = E{σ} + CσI C−1
I [I − E{I}] CσI CI

(39)

T
is
The multiplication with the rightmost factor (CσI C−1
I )
necessary because I is an image matrix, and we must apply the
filter in both horizontal and vertical directions.
The cross-covariance matrix CσI cannot be directly found,
particularly because we do not know σ. By closer investigation,
we find that

CσI = RσI − E{σ}E{I} = Rσ − σ̄ σ̄ T = Cσ

(40)

n

As a consequence of the subsampling operations in the pyramidal algorithm, the DWT does not have translation invariance. This means that a translation of the original signal does
not necessarily imply a translation of the corresponding wavelet
coefficients. The SWT [4] is a special version of the DWT
that has preserved translation invariance. The SWT is also
known as the undecimated WT [7]. Instead of subsampling, the
SWT utilizes recursively dilated filters to halve the bandwidth
from one level to another. At scale 2l , the filters are dilated
by inserting 2l−1 zeros between the filter coefficients of the
prototype filters. Thus, the low-pass filter hl (n) and high-pass
filter gl (n) at level l are given by

h(n/2), n = 2l m; m ∈ Z
hl (n) =
0,
else

g(n/2), n = 2l m; m ∈ Z
gl (n) =
(37)
0,
else.
It is often feasible to directly express the wavelet coefficients
at level l from the input signal a0 . For this reason, we define
l
(n) that are equivalent to a bank of filters,
filters hleq (n) and geq
which is a result of l-successive convolutions. In the frequency
domain, these filters’ transfer functions are expressed as
l
(f )
Heq

=

l


Hk (f )

k=1

Gleq (f ) =

l−1


Hk (f )Gl (f )

(38)

k=1

where Hl (f ) = F{hl (n)}, and Gl (f ) = F{gl (n)}.
A PPENDIX B
A LTERNATIVE D ERIVATION OF THE LMMSE F ILTER
Often, the LMMSE speckle filter is derived in the image
domain using matrix computations, i.e., convolutions. We now
show that this will lead to a filter equivalent to what we derived
in Section II.
The mmse estimate of σ is denoted as E{σ|I}, which
requires full knowledge of the statistical distributions of σ

because the cross correlation is expressed as


RσI = E{σIT } = E σ(σ + v)T = Rσ + Rσv .

(41)

Here, Rσv = 0 due to statistical independence between σ and
n, and from the model in (1), we have E{n} = 1.
By inserting (40) into (39), we express the LMMSE filter in
the image domain as


−1 T
.
σ̂ = σ̄ + Cσ C−1
I [I − σ̄] Cσ CI

(42)

Using the linear property of the WT in (34) and the fact
that the WT is sparse, i.e., E{wσ } = E{wI } = 0, this implies
that Cwσ = Rwσ and CwI = RwI . Thus, the wavelet-domain
LMMSE speckle filter becomes


−1 T
ŵσ = Rwσ R−1
.
wI wI Rwσ RwI

(43)

Knowing that the autocorrelation of the wavelet coefficients at
scale j can be expressed by
j
j−1
(r) = Rw
(r)  gji (−r)  gji (r).
Rw
I
I

(44)

It is then straightforward to show that (43) is the spatial domain
implementation of (11).
Due to the inversion of RwI , it is difficult to directly implement (43) in a computer. First, the matrix inversion itself
is very CPU demanding, and often, R̂wI is close to singular,
which leads to a poor filtering result.
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